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Ashish leads the Big Data Analytics 
Practice at Ma Foi Analytics. In the 
decade preceding his current role,  
he’s developed Analytics Solutions 
for many of General Electric’s (GE) 
diverse businesses and driven Credit 
Card Analytics for the US region at 
the Hongkong and Shanghai Banking 
Corporation (HSBC) Bank. 
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So how big is big data? Truth 
is there’s no single, or for that 
matter, simple answer!

Big Data is defined as a collection of 
data sets so large and complex that 
it becomes difficult to process using 
on-hand database management 
tools or traditional data processing 
applications. The challenges include 
capture, curation, storage, search, 
sharing, transfer, analysis and 
visualization related to such data. 

However, this definition considers 
only one of the three Vs of Big 
Data, namely Volume. Consider also, 
Velocity – i.e. the speed at which new 
data is being created. Data systems 
need to not only be able to deal with 
data that exists, but also the rapid 
pace at which new data is being 
generated. 

To build you a picture, over 2.7 
zeta bytes of data exist in the digital 
world today; 90 % of the data in 
the world was generated in the last 
two years and 2.5 quintillion bytes 
(1 followed by 18 zeroes) are being 
added every day! As a result most 
conversation around Big Data has 
centred on its vastness and speed of 
creation.  While focusing on the two 
Vs, we need to remember that:
1 | A large part of the challenge 

pertaining to more data being 
generated faster can really be 
addressed by scaling up known 
and available infrastructure – 
storage, processing, etc.  

2 | While volume and velocity could 
be major challenges for a social 
media business, like Facebook 
or a fast growing, high volume 
retailer; a vast majority of other 
businesses, especially small and 
medium enterprises,  remain 
largely untouched!

It’s hardly surprising then that when 

‘Big Data’ pops up in conversations, 
most businesses refuse to acknowledge 
it as a challenge relevant to them. But 
that’s because they ignore the critical 
third V – Variety. Even the smallest 
business has multiple data sources 
they can benefit from combining and 
the ability to access a broad variety 
of data is a key part of any platform 
for driving innovation and efficiency. 
Unfortunately, variety is a more 
abstract concept to understand than 
size and speed.

Notwithstanding the difficulties 
involved in grasping the concept, the 
ability of an additional data set to 
shed light on observed phenomena is 
immense. What if a retail store could 
combine weather, geographical and 
social media data with their sales 
figures? We would probably start 
seeing some interesting correlations 
with sales peaks and troughs. With a 
sufficient number of observations over 
a period of time, you may even be able 
to predict future sales and trends.

Even as we keep hearing of 
innovative uses of disparate data to 
glean meaningful insight, the reality 
of taking advantage of such variety 
is very different. Data systems 
tend to be geared up to expect 
clean, tabular data that flows into 
relational database systems and 
data warehouses.

The real question to be asked then 
is, how do we combine ‘unstructured’ 
audio, video, text and graphic/
imagery over the web, social media, 
in telephonic/VoiP conversations, 
maps and visuals with the data our 
systems hold in rows and columns 
inside ‘structured’ databases.

This is where Data Science and 
Technology need to semlessly merge 
to fight the Big Data battle! n 
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Srikant Sastri provides strategic 
leadership as the co-founder 
of Crayon Data, the ambitious 
Singapore & India-based
start-up, that aims to build 
a global business around Big 
Data. Srikant is a seasoned 
entrepreneur and bridge-builder. 

sRikAnt 
sAstRi

Over several decades, marketers have 
been doing the same thing, almost 
monotonously… They’ve been engaged in 

getting results and revenues and building a 
pipeline. Things have not changed even a bit 
today, but marketers today have better tools and 
path-breaking ways to help them achieve their 
goals much faster than ever before.

Today, digital consumers generate an 
enormous amount of personal and behavioral 
data and it’s estimated that by 2020, there will 
be more than 450 billion digital transactions per 
day. By analyzing this enormous amount of data 
with the use of big data technology, marketers 
can now understand their customers, not just 
their names or locality, but their likes, dislikes, 
preferences and even their moods, enabling them 
to create data-driven marketing models relevant 
to the individual customers and geography. But 
there is a big problem! With so much information 
available about customers, it’s imperative for 
marketers to understand the data, in order to use 
it. But many recent studies show that since the 
amount of data available is overwhelming, many 
marketers are stuck and confused about how 
to use the data and implement data insights in 
real time situations. So, how can we solve this 
problem?

1| Right Analytics 
The key is to make your marketing team a 

data driven one by putting the right analytics in 
place. You know a lot about your customers; 
you know what keywords they use and what 
they look for on the web. You also know 
which of your emails they have read. All this 
information can be used to remarket and 
retarget the customers to try and convert them 
to buyers. It requires an effective tool, which 
can predict a wider set of tastes and influences 
for each consumer (based on the contextual 
data that comes from the devices customers 
carry, such as location, time, date, weather 
and activity they indulge in) and recommend 
smarter choices to them. The primary focus 
for us is to bring the power of Amazon/Netflix 

in terms of recommending choices to the 
customers. 

2| Personalization Matters
Delivering personalized messages to specific 

audiences at the right time is the holy grail of 
marketing. Marketers should treat every prospect 
and customer as an individual and deliver a deeper 
and more predictive personalization for each 
consumer, based on his/her person’s interests, 
behaviors, and lifestyle. However, marketers 
constantly face the challenge of being relevant 
to their customers, yet at the same time not 
intruding into their privacy. Despite privacy issues, 
when the data is used in relevant ways, it adds 
a lot of value to the customer and can provide 
individual relevance at a greater scale.

3| Step in to Mobile Marketing
According to a recent study, two-thirds of 

U.S. population use their smartphones to access 
the Internet and check e-mails. In a couple 
of years, the entire world will go mobile and 
mobile marketing will see a revolution, especially 
in location-based advertising for the services 
marketplace. So, the marketers need to run geo-
based mobile campaigns to capture rich consumer 
profiles and to identify and track target audience.

4| Monopolize Social Media 
Social media networks first emerged more 

than a decade ago, but since then, it has 
experienced ground-breaking changes. Companies 
have already started recognizing social media skills 
as a “must-have” for customers and employees, 
not only for marketers. More companies see 
social media not only as a medium to socialize 
and engage ideas with others or discuss brands, 
but an opportunity to understand industry shifts, 
improve visibility in target markets and identify 
internal and external talents. So, remember... old-
style fundamentals of marketing always remain 
the same, but make sure that they are delivered 
in new ways. Big Data is definitely one of those 
new ways. n 
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CHallenges anD promises 
of Big Data in marketing

•	 https://econsultancy.com/blog/63029-five-ways-marketing-directors-can-use-big-data
•	 http://www.agilone.com/blog/data-driven-marketing-2/data-driven-marketing-best-practices-big-data-and-customer-acquisition
•	 http://www.cmo.com/content/cmo-com/home/articles/2013/10/14/_3_steps_to_using_bi.html
•	 http://www.vocus.com/blog/four-marketing-strategy-trends-for-2014/
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Joydeep is a co-founder at Qubole 
and heads their India development
team. Prior to starting Qubole – 
Joydeep worked at Facebook where 
he bootstrapped the data processing 
ecosystem based on Hadoop, started
the Apache Hive project, led the 
Data Infrastructure team and helped 
design the Facebook Messages 
backend using HBase.

JoyDeeP 
sen sARmA

Our society is increasingly 
drenched in data. Big Data 
(and NoSQL) have become the 

buzzwords that capture the milleiu 
we find ourselves in. Three terms - 
volume (size), variety and velocity 
(rate) of data have been often used 
to define this term. And these are 
often the most appropriate, it is now 
commonplace to mix high velocity 
data from sensors or social media and 
stationary public/open data and derive 
insights. Instead of the structured 
data from business transactions, we 
are often increasingly dominated by 
data with variable schema and format 
and often containing user generated 
natural language content. 

What this definition often leaves 
out is the ubiquity of data and the 
human element. An increasing number 
of us - engineers, analysts, scientists, 
managers and business leaders now 
interact with data on a regular basis. 
The proliferation of data processing 
tools, also a hallmark of the age 
of Big Data, reflects not just the 
characteristics of data, but also it’s 
increasingly democratized audience. 
Competitive advantage now is not 
just in being data driven, but in being 
so at all the layers in the organization 
where decision making happens.

Henry Ford is supposed to have 
said famously, ‘If I had asked my 

customers what they wanted they 
would have said a faster horse’.  
Many of us, thus, are caught 
between the popular wisdom of 
being ‘data driven’ and on the other 
hand of following iconoclasts who 
have redefined the world, more 
often than not, driven by nothing 
other than gut feel. Interestingly, 
the art of data mining has itself 
long grappled with a mirror of this 
problem and the solution in that 
space may be a good one to follow 
for all of us. One must ‘exploit’ data 
for the most part, especially when it 
is abundant and the evidence strong 
and yet we must continuously apply 
some amount of time and energy 
‘exploring’ new solution spaces, so 
that we do not get stuck in local 
maxima. We must always remind 
ourselves that while data helps us 
understand and maybe even predict 
the observed universe, it rarely 
tells us of the world beyond, the 
one that only our imagination can 
define. Management gurus have 
long evangelized similar wisdom, 
that disruptive innovation rarely 
happens using the same processes 
as evolutionary ones. Perhaps we 
should take solace that all the data 
points seem to agree that there’s a 
world beyond data. n 

JoyDeeP sen sARmA
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As Aahana walked by the clothing 
store in the mall, her phone 
beeped. She had been offered a 

spot promotional discount on a range 
of clothing; enticed, she walked in 
and exited 30 minutes later, a happy 
shopper with two shopping bags full 
of the latest designs. How did this 
happen? 

When she’d last shopped at the 
store, she’d signed up for the loyalty 
card programme; the process included 
her disclosing her mobile phone 
number. The store’s systems tracked 
her purchases and their location-based 
shopping technology partner identified 
her phone as she entered the mall, 
instantly generating an offer from the 
deals engine. Thereby, generating 
qualified footfall and increasing the 
revenue per square foot. 

Businesses exist and thrive in a 
connected world. The notion of 
“connected” is not just centred around 
technology. It also refers to your 
relationships, ever closer ones, with 
customers, key channel partners as well 
as the societies within which business is 
conducted. 

Which brings me to the concept of Big 
Data. Big Data is simple in theory, but 
its implementation is complex. Simply 
put, Big Data refers to the underlying 
computing infrastructure and analytics 
models which incorporate data feeds, 
often real time, from multiple internal 
and external sources and process them 
into useful business information. In a 
connected world, it is imperative for 
a CMO to ensure that insights gained 
from Big Data programmes are an 
essential fibre in their tapestry.

Marketing leaders engage the 
business with multiple stakeholders: the 
key ones being current customers and 
the wider market they wish to tap into.

Across sectors, businesses need 
to be cognizant of evolving customer 
expectations. They are connected. 

And they expect you to know them, 
intimately. To be able to serve them, 
marketing leaders need to understand 
their current and emerging needs and 
help the business create compelling 
value propositions and products around 
these. The same process also drives 
business growth through the capture of 
greater market share. 

CMOs need to also clearly 
differentiate what platforms are 
manageable (typically traditional 
media) and those where the “market” 
is supreme: Twitter being the best 
example of this. Given the massive 
growth in internet usage, rich research 
availability and increasing sophistication 
of computing models, CMOs now have 
both the data and the tools available 
to understand their customers and 
markets better than ever before. 

A typical consumer goods company, 
and even most B2B ones, has the 
opportunity to gain massive insights 
into the mind of their customer. 
She is busy online, interacting with 
her friends, connecting with service 
providers she is interested in, engaging 
with communities which resonate with 
her, clicking through on advertisement 
banners for relevant products and so 
on. Companies who are able to capture 
this activity and behaviour, make sense 
of it, and convert it to business-relevant 
output are winning in the marketplace. 

As a marketing leader, you should 
be looking at how Big Data can impact 
your business. This is already happening 
in India, and growing rapidly: a leading 
automotive company is combining feeds 
from their social media platforms with 
sales analytics, demographic data and 
vehicle usage statistics to decide on 
features in their next generation SUV. A 
market leader in the mobile phones space 
is combining market survey results with 
sales analytics to assess effectiveness 
of their advertising campaigns. Banks 
and insurance companies routinely 

Jaideep Mehta leads IDC India. 
He joined the company in early 
2011. He is a thought leader and 
international conference speaker. 
From macro-economic trends to 
technology disruptions, and market 
and industry analysis, he has 
blogged, written and presented on 
a wide range of topics. His most 
recent area of research is around the 
societal impact of technology.



     sp
ec

ia
l 

re
po

rt

bigdata

4 1afaqs! Reporter, March 16-31, 2 0 1 4

juxtapose customer profiling data 
with macroeconomic feeds and other 
external data to maximise revenue per 
customer. 

While you’re creating Big Data 
programmes, consider the following: 

Big Data is about Big 
Impact 

These programmes have the ability 
to deliver transformational results to 
your business. So, while considering 
adoption, start by thinking “BIG”. 
However, execute “small” and deliver 
some early wins. As we all know, 
nothing energises the team more than 
a positive, early result. Simultaneously, 
work with your CIO to have scale 
up and scale out plans in place to 
ensure leverage of the early win before 
the energy dissipates. Following a 
sophisticated Big Data pilot, a leading 
departmental store reported 20% 
sales boost after they moved ladies 
shoes next to the dresses. Following 

the success of the pilot in one store, 
they rolled out the programme across 
all stores in the chain within two 
quarters, scaling up and scaling out 
in a disciplined militaristic model. The 
chain-wide impact was estimated to be 
a 12% rise in gross sales.

Work with your CIO 
Big Data is a marketing programme, 

not a technology one. However, it won’t 
work without the right technology in 
place. Every house needs a foundation, 
and the CIO can help you with one. 
Even if you choose to engage directly 
with the technology vendors and 
consultants, make sure it’s all vetted by 
the CIO before you spend dollars. Only 
move ahead when he says it’s kosher. 

As you scale to ever more complex 
analytics programmes, having the CIO 
onside will not only shield you from 
technological gobbledygook but also 
ensure that help is at hand instantly 
if something goes wrong in the 
technology stack. Which it will. So, 

build your alliances. 

Follow the Money 
I often talk to business leaders who 

intuitively know that Big Data will 
bring a lot of value to their business, 
but are struggling with a trigger point. 
My advice is always the same: start at 
the intersection of optimum leverage 
and minimum execution complexity. 
For example, a retail chain will always 
want to start with sophisticated sales 
analytics, a big exercise ridden with 
complexity. How about starting with a 
simpler exercise which, say, correlates 
employee demographics with sales 
effectiveness and quickly helps you 
get a better insight into the kind of 
salespeople who are successful in your 
business, fast? 

See it through 
Through appropriate governance 

mechanisms, ensure that you stay 
engaged and informed all through the 
process. Once it starts, don’t dismiss 

it as a technology implementation: it is 
your project to own and the CIO is there 
as an enabling service provider. Keeping 
this in mind, and not ‘outsourcing’ it 
to the CIO will maximise chances of 
success. 

In conclusion, here is a real life story. 
A marketing executive of a supermarket 
chain in Britain ran a big sales analysis 
exercise to understand which products 
tend to sell together. Much to his 
surprise, he discovered that beer and 
bananas have a strong correlation! He 
took this insight to the CEO to suggest a 
floor layout change, and was promptly 
embarrassed. 

Bananas are the most popular 
SKU in a supermarket in that country, 
and will show up strongly correlating 
with practically any item on the sales 
receipt; dazzled by the technology and 
the fancy, graphically powered front-
ends, he forgot the one thing that 
makes any Big Data project successful: 
commonsense. n
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What Big Data meansWith more Asia Pacific 
manufacturers looking at 
making better and faster 
business decisions based 

on evidence, Big Data 
technologies can help them 

analyze larger volumes of data 
from a variety of sources and 
deliver the analysis at greater 

velocity. IDC observes that 
regional manufacturers are 
taking a cautious approach 

and the use of Analytics tools 
today is basic. Here is the 

2013 landscape in Asia Pacific.
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text (45%) and machine (32%)

Awareness
are still 
not aware 
of Big Data

3 key highlights

Asia Pacific manufacturers

of the top 10 
automotive 
producing 
countries are from 
Asia Pacific

4 
The average 

labor cost in 
China has nearly 

doubled in the 
past five years

x2
China’s share of exports has 
nearly quadrupled over the 
past 15 years, rising from 3% 

in 1995 to 11% in 2012

+370%

Top 3 regional business challenges

& ANALYTICS
Core to Nex-Gen 
Manufacturing

? ?

Transaction
Machine

Text

Big Data helps meet 
business goals

Barriers to 
expand into 

new markets

Increasing 
competition

Increasing 
internal costs

Attract 
new 

customers
New 

facilities/
geo 

expansion

Improve 
productivity

Improved segmentations 
to up-sell and cross-sell

Next-gen 
sales and 
operations 
planning

Supply chain and 
distribution optimization

Process and 
information 
automation

Reduce 
cost

Big Data

Today

The % of 
Asia Pacific 

manufacturers 
using  

Big Data and 
Analytics 

technologies 
to improve 

production 
quality 

management 

37% 

This IDC infographic was produced by the IDC Asia/Pacific marketing department. The opinion, 
analysis, and research results presented herein are drawn from more detailed research and 
analysis independently conducted and published by IDC Asia/Pacific. Any information or 
reference to IDC Asia/Pacific that is to be used in advertising, press releases, or promotional 
materials requires prior written approval from IDC.
For more information, visit: www.ap.idc.asia or AP_Permissions@idc.com

Source
•	 IDC	Big	Data	Pulse	Survey
•	 IDC	Manufacturing	Insights	Industry	Survey
•	 IDC	Big	Data	and	Analytics	CIS
•	 IDC	Manufacturing	Insights
•	 IMF
•	 China	Ministry	of	Commerce

Research team 
•	 Chris	Holmes
•	 Daniel-Zoe	Jimenez
•	 William	Lee
•	 Craig	Stires

Art direction
•	 ST	Leng
 

29% 
The % of 

Asia Pacific 
manufacturers 

using  
Big Data and 

Analytics 
technologies for  

inventory 
management

Production 
reporting tools 
(46%) 

Enabling 
technologies

Moving	forward

Top 3 IT challenges

Deciding what 
data is relevant

Not having the right 
people and skills

37% 

20% Cost of  
Technology 
infrastructure

17% 

Industry leader use cases

Condition-based 
monitoring  

Reduce downtime 
from unscheduled 

maintenance

Supply chain 
resilience   

Decrease production 
delays due to global 

disruptions

Shop floor 
automation 

Increase production 
velocity, productivity 

and consistency

Common use cases

In the next 2 years
Asset Oriented Value 
Chain (AOVC) and 
Engineering Oriented 
Value Chain (EOVC) 
manufacturers  will use 
Big Data and  Analytics 
technologies to gain Real 
time Asset Management

Brand Oriented 
Value Chain (BOVC) 
manufacturers will use 
Big Data and Analytics 
technologies to improve 

real time sales and 
operations planning Technology Oriented 

Value Chain (TOVC) 
manufacturers will 
use Big Data and 

Analytics technologies to 
improve Supply Chain 

Management 

M2M,	
Telematics

Predictive 
analytics

Data warehouse,
Analytics 

appliances

Enabling technologies

Supply Chain 
analytics 
(35%)

Hadoop	
(8%)

What Big Data meansWith more Asia Pacific 
manufacturers looking at 
making better and faster 
business decisions based 

on evidence, Big Data 
technologies can help them 

analyze larger volumes of data 
from a variety of sources and 
deliver the analysis at greater 

velocity. IDC observes that 
regional manufacturers are 
taking a cautious approach 

and the use of Analytics tools 
today is basic. Here is the 

2013 landscape in Asia Pacific.

Data that manufacturers are
analyzing: Transactions (47%), 
text (45%) and machine (32%)

Awareness
are still 
not aware 
of Big Data

3 key highlights

Asia Pacific manufacturers

of the top 10 
automotive 
producing 
countries are from 
Asia Pacific

4 
The average 

labor cost in 
China has nearly 

doubled in the 
past five years

x2
China’s share of exports has 
nearly quadrupled over the 
past 15 years, rising from 3% 

in 1995 to 11% in 2012

+370%

Top 3 regional business challenges

& ANALYTICS
Core to Nex-Gen 
Manufacturing

? ?

Transaction
Machine

Text

Big Data helps meet 
business goals

Barriers to 
expand into 

new markets

Increasing 
competition

Increasing 
internal costs

Attract 
new 

customers
New 

facilities/
geo 

expansion

Improve 
productivity

Improved segmentations 
to up-sell and cross-sell

Next-gen 
sales and 
operations 
planning

Supply chain and 
distribution optimization

Process and 
information 
automation

Reduce 
cost

Big Data

Today

The % of 
Asia Pacific 

manufacturers 
using  

Big Data and 
Analytics 

technologies 
to improve 

production 
quality 

management 

37% 

This IDC infographic was produced by the IDC Asia/Pacific marketing department. The opinion, 
analysis, and research results presented herein are drawn from more detailed research and 
analysis independently conducted and published by IDC Asia/Pacific. Any information or 
reference to IDC Asia/Pacific that is to be used in advertising, press releases, or promotional 
materials requires prior written approval from IDC.
For more information, visit: www.ap.idc.asia or AP_Permissions@idc.com

Source
•	 IDC	Big	Data	Pulse	Survey
•	 IDC	Manufacturing	Insights	Industry	Survey
•	 IDC	Big	Data	and	Analytics	CIS
•	 IDC	Manufacturing	Insights
•	 IMF
•	 China	Ministry	of	Commerce

Research team 
•	 Chris	Holmes
•	 Daniel-Zoe	Jimenez
•	 William	Lee
•	 Craig	Stires

Art direction
•	 ST	Leng
 

29% 
The % of 

Asia Pacific 
manufacturers 

using  
Big Data and 

Analytics 
technologies for  

inventory 
management

Production 
reporting tools 
(46%) 

Enabling 
technologies

Moving	forward

Top 3 IT challenges

Deciding what 
data is relevant

Not having the right 
people and skills

37% 

20% Cost of  
Technology 
infrastructure

17% 

Industry leader use cases

Condition-based 
monitoring  

Reduce downtime 
from unscheduled 

maintenance

Supply chain 
resilience   

Decrease production 
delays due to global 

disruptions

Shop floor 
automation 

Increase production 
velocity, productivity 

and consistency

Common use cases

In the next 2 years
Asset Oriented Value 
Chain (AOVC) and 
Engineering Oriented 
Value Chain (EOVC) 
manufacturers  will use 
Big Data and  Analytics 
technologies to gain Real 
time Asset Management

Brand Oriented 
Value Chain (BOVC) 
manufacturers will use 
Big Data and Analytics 
technologies to improve 

real time sales and 
operations planning Technology Oriented 

Value Chain (TOVC) 
manufacturers will 
use Big Data and 

Analytics technologies to 
improve Supply Chain 

Management 

M2M,	
Telematics

Predictive 
analytics

Data warehouse,
Analytics 

appliances

Enabling technologies

Supply Chain 
analytics 
(35%)

Hadoop	
(8%)

4 2 afaqs! Reporter, March 16-31, 2 0 1 4

     sp
ec

ia
l 

re
po

rt



What Big Data meansWith more Asia Pacific 
manufacturers looking at 
making better and faster 
business decisions based 

on evidence, Big Data 
technologies can help them 

analyze larger volumes of data 
from a variety of sources and 
deliver the analysis at greater 

velocity. IDC observes that 
regional manufacturers are 
taking a cautious approach 

and the use of Analytics tools 
today is basic. Here is the 

2013 landscape in Asia Pacific.

Data that manufacturers are
analyzing: Transactions (47%), 
text (45%) and machine (32%)

Awareness
are still 
not aware 
of Big Data

3 key highlights

Asia Pacific manufacturers

of the top 10 
automotive 
producing 
countries are from 
Asia Pacific

4 
The average 

labor cost in 
China has nearly 

doubled in the 
past five years

x2
China’s share of exports has 
nearly quadrupled over the 
past 15 years, rising from 3% 

in 1995 to 11% in 2012

+370%

Top 3 regional business challenges

& ANALYTICS
Core to Nex-Gen 
Manufacturing

? ?

Transaction
Machine

Text

Big Data helps meet 
business goals

Barriers to 
expand into 

new markets

Increasing 
competition

Increasing 
internal costs

Attract 
new 

customers
New 

facilities/
geo 

expansion

Improve 
productivity

Improved segmentations 
to up-sell and cross-sell

Next-gen 
sales and 
operations 
planning

Supply chain and 
distribution optimization

Process and 
information 
automation

Reduce 
cost

Big Data

Today

The % of 
Asia Pacific 

manufacturers 
using  

Big Data and 
Analytics 

technologies 
to improve 

production 
quality 

management 

37% 
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29% 
The % of 

Asia Pacific 
manufacturers 

using  
Big Data and 

Analytics 
technologies for  

inventory 
management

Production 
reporting tools 
(46%) 

Enabling 
technologies

Moving	forward

Top 3 IT challenges

Deciding what 
data is relevant

Not having the right 
people and skills

37% 

20% Cost of  
Technology 
infrastructure

17% 

Industry leader use cases

Condition-based 
monitoring  

Reduce downtime 
from unscheduled 

maintenance

Supply chain 
resilience   

Decrease production 
delays due to global 

disruptions

Shop floor 
automation 

Increase production 
velocity, productivity 

and consistency

Common use cases

In the next 2 years
Asset Oriented Value 
Chain (AOVC) and 
Engineering Oriented 
Value Chain (EOVC) 
manufacturers  will use 
Big Data and  Analytics 
technologies to gain Real 
time Asset Management

Brand Oriented 
Value Chain (BOVC) 
manufacturers will use 
Big Data and Analytics 
technologies to improve 

real time sales and 
operations planning Technology Oriented 

Value Chain (TOVC) 
manufacturers will 
use Big Data and 

Analytics technologies to 
improve Supply Chain 

Management 

M2M,	
Telematics

Predictive 
analytics

Data warehouse,
Analytics 

appliances

Enabling technologies

Supply Chain 
analytics 
(35%)

Hadoop	
(8%)
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Driving DemanD gen for tHe worlD’s 
leaDing payment serviCe proviDer

3 

Crayon’s Simpler Choices algorithm identified critical 
parameters predicting higher potential to purchase 
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Identification 
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our client faced challenges in acquiring and converting
merchants for their payment services

Crayon’s simpler Choices algorithm identified critical
parameters predicting higher potential to purchase
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…and expanded the total addressable market to drive 
higher sales effectiveness 

CASE STUDY 

Website Shopping Cart B2C Merchant Industry 

Option1 

Option 4 

Option 4 

Option 4 

Option 3 

Option 2 

Addressable Market (100 %) 

Founding Date 

Merchant 
Characteristics 

Merchant 
Payment Options 

Client’s Current Filter Based Model 
(40% of addressable market) 

Discovery Driven Crayon Engine  
Recommendation (>60 % of market) 

Product Listings 
2.4% 

43% 

Improvement in conversion rates of up 
to 17x above baseline rates 

Improved coverage and larger addressable market pool - 
150,000 opportunities across 3 markets in Asia 

Original Incidence Improved Incidence 

     sp
ec

ia
l 

re
po

rt

4 5afaqs! Reporter, March 16-31, 2 0 1 4

bigdata4 

This delivered better qualified opportunities for proactive 
engagement and conversion… 

CASE STUDY 

Opportunity prioritization 
metrics 

Contacts for 
acquisition 

this delivered better qualified opportunities for 
proactive engagement and conversion…

…and expanded the total addressable market to drive 
higher sales effectiveness
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Crayon’s Simpler Choices algorithm identified critical 
parameters predicting higher potential to purchase 

CASE STUDY 

20,000 

18,000 2,000 

Variable 1 
Yes No 

17,000 1,000 

Variable 3 
Yes No 

500 100 

Variable 4 

Yes No 

200 300 

Variable 2 
No Yes 

200 100 

Variable 4 

Yes No 

100 200 

Variable 5 Yes No 

RESPONSE MODEL OF MERCHANTS 

Responders 

Non-Responders 

Identification 
of merchants based  

on new criteria 

Case  s tuDY

About Komli Media
Headquartered in Mumbai India, 

Komli Media is Asia Pacific’s leading 
media technology company with 
solutions across display, mobile, 
video, social, search and data for 
advertisers, agencies, and publishers. 
Komli is leading the charge in 
developing the next-generation of 
digital advertising technologies, 
such as a real-time bidding (RTB) 
performance advertising platform 
(ATOM) that integrates audience data 
to improve ROI. 

Background 
Industry:  digital advertising 
• Application:  ad-hoc queries, 

cluster management and auto-
scaling for a campaign analytics 
platform built on Hadoop

• Data Sources: Unstructured web 
and application logs

• Data:  700 GB of raw data 
collected each day

• Number of Clusters/Nodes: 18
• Users:  15 business analysts and 

analytics engineers

Challenges
Komli Media’s success in the 

digital advertising business depends 
on recognizing and reaching targeted 

audiences efficiently and at scale.  The 
company uses Big Data capabilities 
built on Hadoop to understand ad 
campaign performance.  Komli 

has amassed 100+ TB of data in 
Hadoop, arming its business users 
with information such as ads served, 
clicks, reach, impressions, data 
events, and consumer behaviors.  
Users rely on insights derived from 
this data to optimize campaigns, 
improve real-time bidding algorithms 
and to identify new opportunities.  

Komli encountered a number of 
issues with its initial implementation 
of Hadoop centering around 
the ad-hoc nature of its Big Data 
processing requirements explains 
Shailesh Garg, Engineering Manager 
at Komli Media.  “Suddenly, there’s 
huge demand from our users.  I 
would just have to say no because 

I knew that we didn’t have access 
to the computational resources we 
would need to process the requests.  
We were too vulnerable to the nature 
of loads on our platform and didn’t 
have a lot of flexibility.”  

Another challenge was the 
company’s sheer volume of data.  
Komli collected around 700 GB of 
raw data each day or about 21 
terabytes each month.  Fixed clusters 
made it impossible for Komli to 
handle requests to process a month’s 
worth of data with an acceptable 
turnaround time. Even smaller queries 
could take as long as 15 hours to 
process.   Because of the long wait, 
users couldn’t rely on getting the data 

Users

QPAL

QAPI

Servers in HK DC

S3

On Demand Instances Spot Instances

Qubole Data Service 
(QDS)Prod Hadoop Cluster

QDS Managed Analytics Cluster
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“Using Qubole Data service, we have reduced 
our monthly cluster processing costs by 50%.   
And, we’re getting more for our money.  
Advanced features such as auto-scaling and 
s3 i/o optimization provide more flexibility 
and faster turnaround time to support the 
needs of our business users.”
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they needed to get their jobs done.  
Ad-hoc processing of Big Data 

was also costing Komli too much 
money.  Monthly cluster processing 
costs had escalated to $15,000 per 
month.  With no ability to add or 
remove compute resources based on 
actual usage, the company had to 
over provision hardware to support 
its variable workloads.   

Why Qubole Data 
Service?

Komli realized that it needed to 
switch to a managed cloud service 
to support its ad-hoc Big Data 
processing.  It looked at options such 
as Amazon’s EMR, but decided that 
Qubole Data Service (QDS) offered 
some unique features that would best 
meet its needs.

“The overwhelming reason we 
selected Qubole was because it is 
the only vendor that offers what I 
consider to be true auto-scaling,” 
comments Shailesh Garg.  “By true 
auto-scaling, I mean that auto-scaling 
is self-managed – if the load on 
our cluster is high – the cluster 
automatically expands. Conversely, 

nodes are automatically removed 
when the load is low.  This is 
different from manual auto-scaling 
where you need to pre-define auto-
scaling capacity.”  

Performance was also another 
area where QDS offered a higher 
value proposition than other options. 
Running Hadoop clusters on AWS 
would have compromised transfer 
speeds between S3 and Komli’s 
Hadoop cluster on AWS using EMR.  
Therefore, AWS jobs would have 
run more slowly than running them 
with QDS which has extensive I/O 
optimization for S3.   This was 
important since Komli needed faster 
query execution. 

Results
QDS delivered the improvements 

in Big Data processing and total cost 
of ownership that Komli was looking 
for, faster performance and unlimited 
scale at a lower cost:
• 30 percent reduction in job 

processing times 
• Scale to process all business 

requests using QDS auto-scaling
• 50 percent savings on monthly 

cluster processing costs
“Our business has a lot more 

flexibility now thanks to QDS,” says 
Shailesh Garg.  “Nowadays users get 
their data processed in one or two 
hours max instead of the 10 to 15 
hours it took before QDS.  I’m no 
longer afraid when my business users 
ask for more data.  In fact, I’m happy 
that they are able to depend on the 
availability of Big Data to make better 
decisions and I encourage them to 
experiment with even more business 
questions.”

Komli also reports that Qubole 
offers outstanding technical support. 
It is pleased with the support team’s 
responsiveness and Big Data expertise 
throughout its migration to QDS.   

The Future
Following its initial success with 

QDS, Komli is in the process of building 
a Big Data wish list including all the Big 
Data needs that it has not been able to 
previously support.  It’s also looking at 
potentially adding Apache Hive data 
warehouse software to make it easier 
for our business analyst to query their 
data. n 
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Crayon’s Simpler Choices algorithm identified critical 
parameters predicting higher potential to purchase 
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About MediaMath
MediaMath, a 260-employee 

company based out of New York 
City, founded in 2007, is the leading 
global digital media-buying platform. 
MediaMath develops and sells tools for 
Digital Marketing Managers under the 
TerminalOne brand. TerminalOne allows 
Marketing Managers to plan, execute, 
optimize, and analyze marketing 
programs. This is a case study written 
by MediaMath for Qubole.

Background
The Analytics and Insights team at 

MediaMath is responsible for delivering 
decision-making infrastructure and 
advisory services to our clients. The 
team does this by helping clients 
answer complex business questions 
using analytics that produce actionable 
insights. Examples of the team’s work 
includes but is not limited to:

•  Segmenting audiences based 
on their behavior including such 
topics as user pathway and multi-
dimensional recency analysis

• Building customer profiles (both 
uni/multivariate) across thousands 

of first party (i.e., client CRM files) 
and third party (i.e., demographic) 
segments

• Simplified attribution insights 
showing the effects of upper 
funnel prospecting on lower funnel 
remarketing media strategies

Challenges
Our flagship product captures all 

kinds of data that is generated when 
our customers run digital marketing 
campaigns on TerminalOne. This 
data amounts to a few terabytes of 
structured and semi-structured data 
in a day. It consists of information on 
marketing plans, ad campaigns, ad 
impressions served, clicks, conversions, 
revenue, audience behavior, audience 
profile data, etc. At MediaMath, we are 
always looking to enhance our cutting 
edge infrastructure. We were looking 
to take our existing capabilities to the 
next level to manage new innovative 
analytics tasks. Processing this raw 
data to segment the audience, optimize 
campaign yield, compute revenue 
attribution, etc., is a non-trivial problem 
for some of the following reasons:

A case study on how MediaMath uses Qubole, a Big Data Platform as a Service offering built on top of 
Apache, to solve Big Data problems in the world of Digital Ad-Tech.

“We needed something that was reliable 
and easy to learn, setup, use and put 
into production without the risk and high 
expectations that comes with committing 
millions of dollars in upfront investment.”

mARC Rosen,
sr. Director of Data Analytics

1 | Complexity of transforming semi-structured data
Transforming session log data to construct user sessions and click-path analysis 

for further analysis is a complex process. We knew that Apache Hadoop was an 
attractive alternative but we wanted a solution that our analysts could easily use 
and get started with quickly and did not have to worry about the operational 
management of such technical options. We wanted a solution where analysts 
could focus on their data and transformations without having to think about issues 
such as cluster sizes, Apache Hadoop versions, machine types and other elements 
of cluster operations.

2 | Data Pipelines
We needed a service to develop data pipelines that repeated the same 

transformations, day-after-day, week-after-week, without much intervention 
from my team, once it was setup. Automating the execution of the data pipeline, 
while honoring the interdependencies between the pipeline activities was a crucial 
requirement! We had learnt our lessons via prior experiments with cron that this 
wasn’t the best approach.

3 | Low risk Apache hadoop
We needed something that was reliable and easy to learn, setup, use and put 

into production without the risk and high expectations that comes with committing 
millions of dollars in upfront investment.

The Solution
We evaluated a few Apache Hadoop based offerings and decided to give Qubole 

a try:

1 | Big Data Analytics solution 
During our trial, we quickly created an account on Qubole and the team helped 
us upload sample data. We started using the system and immediately started 
to see the value of it. Within hours, we were able to re-use a number of very 
useful, business-critical, custom Python libraries that we had developed, matured, 
and stabilized. These libraries computed revenue attribution by customer and by 
campaign by mashing together semi-structured and relational data, as well as other 
useful tricks.

2 | Cloud
We also noticed that the cloud-based Qubole clusters automatically grew the 

number of compute nodes as we started to run more queries and scaled the cluster 
down as the number of queries went down. This operational efficiency was a plus 
as we didn’t have to continually reach out to our partners in Engineering who have 
the complex task of managing our mission critical production systems.
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3 | Data Pipelines

Qubole’s engineering team worked 
with our team to build a custom data 
collector from our Oracle Database to 
my Amazon S3 account. Using their S3 
Loader and Sqoop-as-a-Service offering, 
they setup a pipeline that loaded the S3 
data into Qubole’s Big Data Analytics 
Solution, did all kinds of processing, 
and pushed the resulting summaries 
into a MySQL instance that both our 
customers and we could query using 
our BI tools. We were set up and 
running in a few days.

4 | Risk Free
Qubole‘s interfaces, including its easy 

to use GUI that really simplifies big data 
and its support for SQL with easy ways 

of embedding custom libraries, made it 
easy to learn. Using their GUI, setting 
up and tearing down clusters was 
totally transparent -- as an analyst I did 
not have to take on such an operations 
headache. We saved the company a few 
million dollars of upfront investment by 
going with Qubole. Also, the Qubole 
guys are a seasoned bunch who seem 
know what they are doing, and have 
credible answers and solutions to the 
team’s questions. They are a Skype-
chat or a phone call away whenever my 
team needs help with issues or change 
requests. I don’t feel I am taking on a 
huge risk by going with Qubole. Over 
time, they have become a partner in my 
team’s success, one to whom I delegate 
my big data platform needs. n
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“I am very happy with Qubole! Our goal at MediaMath was to take our 
existing industry leading infrastructure to the next level handling new 
complex analytics tasks. Qubole has helped us enable this goal with 
minimal risk.”  
  

Figure 1. Sample Architecture 

“i am very happy 
with Qubole! our 
goal at mediamath 
was to take our 
existing industry 
leading infrastructure 
to the next level 
handling new complex 
analytics tasks. 
Qubole has helped us 
enable this goal with 
minimal risk.”

About Qubole
Qubole is the leader in Big Data SaaS. Qubole was founded by Ashish 

Thusoo and Joydeep Sen Sarma, former leaders of Facebook’s data 
infrastructure organization and long-time contributors to Apache Hadoop and 
creators of Apache Hive. Qubole is trusted by the largest brands in social 
media, online advertising, entertainment, gaming and other data-intensive 
ventures.

Qubole Data Service (QDS) provides a turnkey SaaS solution for Big Data 
teams, running on the top performing elastic Hadoop engine on the cloud and 
includes a library of data connectors with graphical user-interface for Hive, 
Pig, Ooze and Sqoop. QDS makes it easy to inspect data, author and execute 
queries, and convert queries into scheduled jobs. With QDS, the power of Big 
Data meets the simplicity of the cloud. 
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